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Abstract
How we move is an important part of human communication. We
gesture, we imitate, laugh, nod, and doing so conveys a message to
the people we are interacting with. To study how these gestures and
behaviors work, this thesis aims to detect and analyze them with a
mobile, unobtrusive sensor. Automated detection of such non-verbal
behavior could be a step towards better, more fluid Human-Computer
Interaction, and also provide insight in how social networks and communities work. Accelerometers are a suitable type of device for this job.
However, while accelerometers are commonly used to examine coarse
activities such as running, stair climbing and the like, very little research has been done that uses accelerometers to look at these smaller
scale movements known as non-verbal behavior.
We recorded the movement data of the interactions of a group of people, and automatically recognize their behavior using Hidden Markov
Models and other machine learning techniques. Results are promising; the absence or presence of various behaviors such as drinking and
laughing can be detected with over 70% accuracy. For speech and
stepping this even goes up to 81.3% and 82.3%, respectively. This is
in the same league as some of the reported accuracies for the type of
activities that are traditionally detected with accelerometers, such as
walking or running. Several scenarios, behavior types, features and
classifiers are compared and evaluated.
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Chapter 1

Introduction
The endeavor to understand non-verbal human behavior has attracted the
attention of a diverse group of researchers, from social psychologists [13, 17]
to physicians [5, 9], engineers and computer scientists [52, 59]. Researchers
have studied and measured human movements to find the communicative
meaning of hand gestures [18], monitor the wellbeing of the elderly [43], chart
social interaction and networks dynamics [22, 25] or to provide robots and
programs with social intelligence [23]. A shared tendency in these strands
of research is the increasing prevalence of an approach with various types of
sensor data [33, 40, 65].
The initial work in the field of gestures, facial expressions, and both communicative and non-communicative body movement was predominantly of a
qualitative nature. From Darwin’s study of expressions [12] to the influential
work of Ekman and Friesen a century later [16, 17], descriptive taxonomies,
together with experiments of direct visual observation of subjects’ behavior in response to that of other subjects or confederates were the dominant
paradigms [7, 19, 51].
A multidisciplinary resurgence of interest since the 1990s [21,30] has seen
a shift of focus towards a more quantitative and computational approach,
in which video and audio analysis, often combined with a number of physiological and other measurements play a pivotal role [21, 65]. Quantitative
measurements employed in behavior studies include, but are not limited to
measures of bodily functions such as heart rate, skin conductance and brain
activity [65].
In addition, some sensor technologies allow precise recording of more
overt activities, such as one or more accelerometers to detect the direction
and magnitude of movements. These sensors are increasingly common in everyday consumer devices such as mobile phones, making them an interesting
platform for real-life application of behavior recognition.
The goal of this thesis is to investigate automatic detection of non-verbal
social behavior using accelerometer data, and to see how well various classification methods such as Support Vector Machines and Hidden Markov
Models perform on this task. We also want to find out what the differences
are between detecting the types of activity that have often been shown to be
detectable with high accuracies, and doing that for types of social behavior
that have not been automatically detected with accelerometers before, or
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only in conjunction with other data. Several experiments are conducted in
which data is collected by subjects wearing a single triaxial accelerometer
around the neck.
In Chapter 2, an overview is given of the multidisciplinary background of
non-verbal behavior research and related fields. Special attention is given to
the opportunities and limitations that are connected with using accelerometers for this kind of research.
Chapter 3 describes the methodology for data processing, the various
methods that were used to extract meaningful features, and the techniques
that were applied to perform the classification.
The empirical data is discussed in Chapter 4. Data from three different
experiments is used, so the setup and the type of data collected is described
for each of them. The process of annotating the data and some preliminary
data analysis is also contained in this Chapter.
The experimental results are discussed and analyzed in Chapter 5. The
experiments deal with each of the datasets in turn, and consider both multiclass and one-against-all recognition. Finally, Chapter 6 concludes the thesis
and discusses potential future work.
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Chapter 2

Related Work
Nowadays, there are many researchers in diverse fields who in one way or
another are interested in how humans move and in how these movements are
used for communication and interaction. Each field uses different methods
and vocabulary. The next chapter will start with a general introduction
to the research on non-verbal human behavior by psychologists, computer
scientists, engineers and biologists.
I will gradually work down from a very general overview of approaches
to human movement and behavior towards the more and more specific topic
of this thesis, social interactive behavior research using accelerometer data.
After this introductory section, emphasis will be placed on the types of
behavior that can be studied with acceleration sensors worn on the body.
The second section attempts to give an overview of how these different fields
and topics relate to each other, and to this work. The section after that
will look at the history of the accelerometer device itself. This is followed
by a section that looks at how accelerometers and the resulting data are
used in the literature. I will examine in detail the variety of features, data
processing steps and other methods applied in these studies, together with
common problems and limitations.

2.1

Non-verbal behavior

In Social Psychology The modern1 multidisciplinary study of non-verbal
human behavior seems to have originated as a branch of social psychology in
the 1960s, as an offshoot of earlier research on verbal communication and on
emotion. In 1969, pioneers Ekman and Friesen published a seminal study on
the different types, uses and intentions of non-verbal behaviors [17], which
they roughly define as any movement or position of the face and/or the body.
Gesture can then be described broadly as those non-verbal behaviors that
are movements used in communication, but it is sometimes used in a more
narrow sense, specifically referring to movements of the hands. Recently,
the term "gesture" has also come to be used for highly specific movement
patterns in human-computer interaction.
For a more extensive review of the work on the topic of gesture from antiquity up to
1950, see [55]
1
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Ekman and Friesen later studied hand gestures in closer detail, and identified several classes, further developing the theory on their use and function [18]. Other studies from the late ’60s to the present focused on different
types of behaviors. A 1972 experiment by Duncan [14] found a clear relation between a range of gestures and turn taking, dealing with who talks
when, and with how such turns are transferred or maintained. Subsequently,
many types of non-verbal behavior were found to have a strong relation with
verbal communication, influencing the smoothness of conversations or how
people judge their conversation partners. This included vocal characteristics
grouped together as prosody; voice pitch, loudness, speed and rhythm [13],
but also facial expressions [51] and mimicry [7].
In other fields Around the same time, the field of biomechanics took off
and started to study how humans and animals [4, 37, 53] move from another
viewpoint. A better understanding of the motions and forces acting on the
muscles and bones during activities such as running, walking or swimming
helps the prevention of sports injuries, and leads to more effective physical
therapy and prosthetics [54]. Yet another approach is that of biomedical
research [63].
Unlike in psychology, these studies tend to look at coarser physical activities and their relation to health factors. A review on the use of behavior
measuring equipment in healthcare by Pentland [43] discusses research that
determines the mood or activity level of patients, monitor the activity level
of heart patients or detect a possible fall or other accident of elderly persons. The same article also mentions accelerometers being used to evaluate
clinical depression.
It should be noted that this medical and life science research on behavior mentioned before can be substantially different from that motivated by
psychology, for example, an application that monitors a patient’s condition
typically does so for a longer period of time, aggregating data collected over
hours or days into a measure of wellbeing, and disregarding finer gestures
and their possible meaning in social interaction. But while these lines of
research might not be very directly related to the social psychology-inspired
branch of behavior study in some aspects, their research topics and the
methods they use to measure behavior can occasionally be fairly close, as
will be shown in later sections of this chapter. The contribution of this thesis
lies partly in the application of the methods of the activity-focused research
to the topics and theory of social psychology.
State of the art After a period of apparently decreased interest in the
1980s [29], from the mid-nineties to the present several disciplines have
been converging on the field of understanding, recognizing and classifying non-verbal behavior. Using advances in computing, signal processing
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and machine learning, it became possible to automatically detect types of
behavior using video and audio, as well as other recorded measurements
like accelerometer data. Among these sensor-based behavior studies, three
approaches to behavior can be distinguished, although they can overlap.
Examples of these approaches will be given below. First, on one end, are
studies that are primarily aimed at quantifying social processes at the group
level. On the opposite side of the spectrum there are those that look at
individual behavior that isn’t considered a form of interpersonal communication at all, and in between is the type of research that studies interaction
on an individual or person-to-person level or in small groups, but focusing
on conversations and communicative gestures rather than coarse activity or
group-wide properties.
An MIT group consisting of Pentland, Olguín and others have conducted
a set of experiments with wearable sensors studying all three types of behavior mentioned above, but large groups play a comparatively important
role. [40] is an example that looks mostly at group-level features, such as
discovering social networks and team performance. In [32] and [22], they
were able to determine with 93% certainty whether two persons at a large
event were from the same company, based on their accelerometer data and
a measure of ’face-to-face time’. [41] found significant relations between accelerometry of hospital nurses and the ’openness’ personality trait, as well
as with their perception of stress, workload and quality of interaction with
their colleagues.
Another current research topic that is highly geared towards social phenomena is group formation detection, which tries to figure out who is interacting with whom. Using proximity cues and computer vision techniques applied to top-down video, Hung and Kröse [25] achieve an F-score of over 0.92
in identifying the members of each group. A similar experiment by Cristani
et al. using only computer vision [10] manages about 0.80 on a synthetic
dataset and 0.70 on video at a high but oblique angle. An accelerometer
study by Roggen et al. [50] classifies global crowd behavior such as walking
in groups and queuing, and individual behavior. They also attempt group
detection using synchronous individual behaviors as an indicator.
The second category, automated detection activities and gestures in single subjects, is a more mature branch of research, in which researchers
have repeatedly achieved high accuracies in the recognition of traditional
activity patterns such as running and walking, or postures like standing
up and sitting, but finer and especially social behaviors seem to be neglected [2, 5, 9, 39, 48, 65]. Whether this is because detecting them has not
been tried or because the results were considered to be too poor to publish
is unclear, but it is a motivation for this thesis to attempt to detect socially
relevant interactions. Accelerometers are commonly used in this branch.
Ravi [48] shows detections of 7 traditional activity classes using accelerometer data, and adds vacuuming, sit-ups and brushing teeth for variety. He
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does so with an extensive arsenal of classifiers, and most of them score accuracies of 98% or higher, but notes that teeth brushing, being limited just
to movement of the hands, is harder to recognize. Baek et al. [2] report
97.5% accuracy on 8 similar activity classes using a neural network. Yang
and Cho [65] demonstrate good accuracy on recognizing running, walking
and playing with accelerometers (76%, 82% and 67% respectively), but score
much lower on more sedentary activities such as reading, eating and resting
(12%, 24%, 49%). Work by van Kasteren et al. [57] shows that domestic
activities such as bathing, sleeping and eating can be detected using only
stationary sensors. A study by Pylvänäinen [45] recognizes fine hand gestures with a handheld accelerometer in an HCI context. With 10 defined
hand gestures, they trained Hidden Markov Models that were able to identify the correct gesture with over 99% accuracy in the subject independent
case. Wu et al. report 89% accuracy on a task with 12 similar gesture
classes. An interesting study by Rehm et al. [49] examines how differences
in cultural background influence the characteristics of the same type of hand
gestures; they find that cultural differences such as reservedness are related
to less or more expressive gesturing. The inferred cultural background can
then be used to adapt an interactive system to the user. The very high
accuracies reported by some of these studies can be partly explained by
their strictly controlled experiments. Subjects were instructed to perform
an activity like walking for about one minute [48], or to repeat a fixed gesture several times [45, 64]. This results in unambiguous and homogeneous
activity that is easy to label.
In the last category, the middle of the scale, we find the interactions in
dyads, triads and small groups. This is the realm where it is useful to study
interpersonal mechanisms such as hand and head gestures, facial expressions, diarization (who is talking when), proxemics and prosody, but also
more abstract psychological concepts like attraction [58] dominance and deception [47]. A survey by Gatica-Perez [21] deals with the recent growth
and development of precisely this field. Another survey paper by Vinciarelli
et al. [59] gives a good overview of many types of behaviors and the visual,
auditive and other cues that have been used to study them. Dominance,
for instance, has been approached with both audiovisual cues [24] and with
accelerometers [27]. There are multiple approaches for diarization as well.
The obvious and most used method is to detect speech segments in an audio recording and use pitch and other features to cluster the speech into
speakers. However, this might become hard in noisy situations. Other approaches such as [11] using visual activity and accelerometer-based speaker
detection [60] do not suffer from this. This last research by Vossen was
partly based on the same data as this research, and it will be possible to
make some interesting comparisons.
It appears that, possibly due to the fragmentation of the field, the
methodology of coarse activity research is rarely applied to the subject mat-
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ter of social behavior and gestures. This motivates the research in this thesis,
to investigate how feasible it is to do automatic detection of these smaller,
finer sorts of non-verbal behavior.

2.2

A taxonomy of non-verbal behavior

While all types of non-verbal behavior share some universal characteristics
such as being transient, overt and - by definition - non-verbal, there are also a
number of properties that provide useful distinctions. The following section
will list a few of them, giving some illustrative examples. These distinctions
are not meant to give an exhaustive list of behaviors, nor are they the only
way to characterize them. This is a selection that is intended to illustrate
the diversity of topics that have been studied by behavior analysis and the
relations between them, and hopefully the vocabulary established here will
further clarify the exact scope, position and purpose of this work. Figure 1
shows some of the major divides in the types of behavior discussed here, as
well as a few examples of semi-related topics outside of that area.
Social vs nonsocial This distinction was already made in the previous
section; there is the engineer’s or physician’s approach to behavior that looks
at a human body as an isolated medical or mechanical entity. This contrast
with the sociologist’s view that studies group behavior, desires to obtain
measures of group characteristics, but pays less attention to the individual
level [50]. Group behavior, group membership and formation, social networks, proxemics and collective characteristics such as cohesion or openness
are all typically social behavior issues for crowds or larger groups. Interaction, who is talking to whom, what are their intentions and roles and how
do they think of each other, are questions usually reserved to fairly small
groups. Much work however is carried out somewhere between the extremes
of crowds and individuals. This thesis looks at social behavior in groups of
two to five people.
Coarse vs fine For the purposes of some researchers, it is sufficient to
reduce behavior to one measure like degree of activity [5, 8], or to detect
very overt and evident behavior such as running [48]. Others need millisecond accuracy and have to keep track of a user’s orientation, social context
and other details, or they record multimodal data at different angles and
different positions on the body. Gaze and blinking are also examples of relatively subtle behavior. An extreme example of fine gestures would be the
hand movements that people make to control Wiimotes [2, 34, 45, 49, 64] or
touchscreen devices, although the latter are not discussed in the research
communities studied by this author and thus firmly outside the scope of
this section. The purpose of this research is to study relatively fine behavior with relatively coarse data; a single sensor in a central position, so this
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is an important distinction. The advantage of this setup is that it allows
unobtrusive recording of realistic social behavior, but on the other hand, it
can be expected to be much more challenging than tasks that focus on more
rough behaviors or use more precise measurements.
Long term vs short term The total length of the recordings, the duration of an occurrence of the behaviors and the length of the shorter segments
the recording is divided into can all vary by several orders of magnitude, depending on the application [35]. On the one hand, it has been shown that
thin slices [1] of a couple of seconds of video are enough to provide persons
an accurate judgment of attractiveness, likeability and several personality
traits. The automated detection of gestures and activities also tend to work
in this range. On the other hand, research such as that by Olguín and Pentland [38,40] measure a user’s affiliation or interest by averaging over hours of
activity. Similar lengths are used in health monitoring devices, for example
for estimating daily energy expenditure [9]. Salah et al. [52] describe this
temporal scale and identifies microscopic and macroscopic behaviors.
Posture vs movement While the quote by Ekman and Friesen in section
2.1 includes both movements and postures in non-verbal behavior, there is a
clear distinction, especially when using accelerometers. Baek [2] shows that
the standard deviation of the accelerometer signal is a very good indicator
to distinguish static activity states, such as standing, sitting and lying, from
dynamic states such as walking, running and going upstairs or downstairs.
Natural vs controlled People behave differently in a lab than in everyday life. Some studies record highly scripted data where subjects are
instructed to perform an activity like running or vacuum cleaning for a
fairly long interval. This tends to give clean data that is easy to annotate,
but results might not be very relevant for real world applications. Other
studies give subjects more freedom. Data that is collected at a large event
or in a domestic environment in usually considered to be more natural and
representative, but behavior recognition is more difficult due to noise and
irregularities. The experiments reported in this thesis were all conducted in
a lab setting, but participants had a fair degree of freedom in their behavior.
A topic or a conversation goal was given, but the subjects were free in which
behavior they displayed, when and for how long.
Visible vs invisible This could perhaps also be called modality, or visual
vs auditive. The main idea is that this separates nonlinguistic use of the
voice from other types of behavior. The fundamental voice feature is the
binary value speech/non-speech, but apart of that, one can also use speech
rhythm, tempo, pitch and volume as behavioral cues. Together, these are
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referred to as prosody. If the features stress, silences and non-verbal vocalizations are also included, it can be called paralanguage. One could argue
that body movements that are difficult to see such as breathing rhythm or
muscle tension are also part of (social) behavior, in which case they could
be placed in this group.

Figure 1 – Euler diagram showing the relation between areas of research
that have been studied using accelerometry, and topics in non-verbal human
behavior research. The darker shaded area indicates the core topic of this
survey, while the lightly shaded area was covered more briefly in section 2.1.

2.3

Accelerometers

The earliest accelerometer-like device was the Atwood machine, built in
1784 by George Atwood [42], but the technology was not widely used until
the twentieth century. The first modern accelerometers, appearing in the
1920s, were designed not to measure the motions of humans, but rather
those of machinery and vehicles (e.g. crash tests) [61]. The automotive
industry in particular has supported innovation in accelerometer technology.
Piezoelectric accelerometers were the norm from the 1950s to the 1990s, and
have since then gradually given way to much smaller and more affordable
microelectromechanical systems (MEMS) [6, 44].
In the 2000s, accelerometers of this type have become more and more
commonplace as they found their way into cell phones, laptops, game console
controllers and other consumer electronics. As a more detailed account of
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the design and functioning of accelerometers is outside the scope of this
survey, I would like to point the interested reader to Walter’s history [61]
for a thorough, industry-oriented discussion of accelerometers from the 1920s
to the present. A nice overview of accelerometer history and applications
is given by O’Reilly et al. [42]. There are also some technical reviews of
MEMS technology, such as those by Tanaka [56] and by Bugnacki et al. [6].
The increased availability and affordable prices of the current accelerometer technology has spurred researchers to use these sensors more frequently
and in greater numbers. In combination with other equipment including
cameras, microphones and physiological sensors, multimodal and wearable
sensor networks can be created to study a host of activities in groups or
individuals. In the next section I will attempt to give an overview of the
spectrum of research topics that are studied with accelerometers, with the
emphasis on topics regarding non-verbal human behavior. The following
subsections review the range of relevant methods and applications. I will
also discuss some other aspects typical to accelerometer-based research, such
as the terminology in different disciplines and common limitations and problems.

2.4

Accelerometers and behavior

The range of topics that are studied in behavior research with and without
accelerometers have already been discussed earlier in this chapter, but there
is also a number of different ways to employ accelerometers in any given experiment. Placement, attachment and technical specifications of the sensors
are practical but important issues parameters in accelerometer studies, as
they can have a large influence on the results [39]. Likewise, there are many
ways to deal with the data that is eventually collected in an accelerometer
study. The variations in feature extraction and classification methods used
in this field will also be discussed in this section.
2.4.1

Variations in sensor use and placement

Across and within scientific disciplines, there are different approaches of
accelerometer based research, dependent on the precise requirements [3]. For
example, in sports and biomechanical research, experiments with multiple
sensors placed on the hands, feet and torso are relatively common [28]. In
contrast, studies such as those by Pentland et al. seek to gather data from
large groups at public events [40], and desire a sensor that is as unobtrusive
as possible, and therefore they choose to use a single sensor badge worn
around the neck. The latter is the same approach used in this research.
Olguín and Pentland [39] show that using multiple accelerometers can
make a big difference. For 8 activity classes, they achieve 62% accuracy
with a single chest-mounted accelerometer, with detections for individual
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classes ranging from poor (hand movements, 32%) to excellent (running,
97%). However, overall accuracy increases to 92% when sensors are added
on the wrist and hip.
The dimensionality of the accelerometer output is also a value that can
be different between devices. The simplest, uniaxial devices can only measure acceleration along a single axis, all perpendicular forces are undetected.
While this may not be an issue with crash test dummies, it severely limits
their use and placement for behavior research. Uniaxial accelerometers are
most useful when placed on a body part where the direction of the acceleration should not be a surprise, such as the ankles [20]. Biaxial sensors are
seen more often in research [8] and provide enough information for some purposes, since the vertical axis might not always be very relevant anyway. And
multiple biaxial sensors can still be more informative than a single triaxial
one. Still, with the decreasing cost and size of accelerometer technology in
the last decade, triaxial sensors have become the norm.
Accelerometers also differ in quality, which is reflected in its data resolution (bits per sample), sensitivity, noise and sample rate.
The number of accelerometers per subject is often one, although biomechanics researchers have a tendency to stick a sensor on every available
limb. It should be clear that indeed, the limbs can to some extent move independently of the trunk, and having multiple sensors is therefore sometimes
considered to be essential to detect some types of behavior. [39]
Where the sensors are best placed and how they should be attached to
the body is another point of discussion. On the hip or in a trouser pocket
are popular locations, as are the shoulder, chest and head [3]. Our sensors
are worn with a cord around the neck, the same approach used by the
group of Pentland [32]. This is quick and convenient, but has the drawbacks
of allowing a sideways pendulum motion when the subject moves. This
problem does not occur when the sensor is tied tightly to a joint or some
other place on the skin, as in some other studies. [39]
A final note that can be made about the differences in accelerometer
systems is that some are just that, while others are multimodal sensors that
combine accelerometers with e.g. proximity, skin conductance or heartbeat
sensors, thermometers, and potentially a host of other devices [65]. While
the sensors used in our experiments did also collect proximity information,
only the acceleration data is used in this thesis.
2.4.2

Features

A number of features used to describe a portion of an accelerometer signal
are commonly used. The most simple, direct, and also one of the most frequently used representations of accelerometer data is the mean acceleration
in a certain window. The mean values of a triaxial accelerometer have the
benefit of providing information about the orientation of the device. After
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all, when at rest, the only force acting on the accelerometer is gravity pulling
it down.
Another obvious feature is the standard deviation, which gives an indication of the degree of activity in a given period. Baek [2] uses two statistical
features based on the third and fourth moment of the signal; skewness is a
measure for the asymmetry of the signal, and kurtosis is a measure of the
"peakedness" of a signal, giving higher values to data that has a small number of large peaks, and lower values to sequences that are relatively flatter
and closer to the mean. He also uses eccentricity, the ratio between the
eigenvalues of the covariance matrix. High eccentricity expresses an acceleration that is much stronger in one direction than directions orthogonal to
it. Baek claims these features contribute in distinguishing between classes
that are defined by movement rather than orientation.
Spectral features, obtained by performing a Fourier transformation (FFT)
on the data, measure the power of different frequencies in the signal by decomposing it as a set of sinusoids. These frequency features have been shown
to encode useful information for behavior recognition [3, 62, 64]. A feature
related to FFT is energy as described by Ravi et al. [48]; they define it as
the sum of the squared FFT component magnitudes. That study also used
the mean, standard deviation and correlations between axes. They repeated
their experiments leaving one of the features out every time, which showed
that standard deviation was the most important feature, while energy had
no significant effect on the results.
Wavelets transforms are another way to get features representing the frequency domain. They are similar to short-term, discrete variations of FFT,
but more general, as they can use any basis function to describe the signal. Wavelets seem uncommon in accelerometer-based behavior detection,
except for some specialized application such as gait analysis [15, 26]. Signal
entropy is also used occasionally, both on the raw signal and on the FFT
magnitudes. [5].
The features used in this research will be discussed in much closer detail
in section 3.2.
2.4.3

Classification methods

Methods that have been applied to classify accelerometer data as one of
a number of behaviors include Hidden Markov Models (HMM) [39, 45, 46],
Support Vector Machines (SVM) [48,64], Bayesian networks [65], KNN [48],
linear regression [32], decision trees and tables [48], and neural networks [2].
In a comparison of many classifiers in an activity recognition task by Ravi
et al., decision tables show the worst performance, but many of the other
classifiers score so close to 100% that comparison becomes impossible. In
[39], the accuracy obtained on the classification of 8 activities with single
accelerometer on subjects’ chests was 62%. However, adding sensors on the
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hip and the wrist increased accuracy to 92%. As mentioned in 2.1, the very
high accuracies reported in some of the work that has been discussed depend
on the experimental scenario, selected behaviors and sensor configuration as
much as on the applied classification methods. These accuracies should be
seen as indicative of recognition rates of specific behaviors at best, and not
of behavior recognition in general. Comparisons with previous results must
therefore be done with care.
By far most publications on automated behavior detection approach the
task as a supervised learning task, but some success has also been reported
using unsupervised methods [31]. Section 3.3 will describe the theory of the
machine learning techniques used in our experiments in more detail.
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Chapter 3

Methodology
For the purpose of this thesis we want to compare the recognition of coarser
physical activities with much more subtle gesturing and social behaviors. For
the former it is well-known that accurate recognition is possible, but for the
latter an accelerometer-based approach is almost unheard of. The intuition
is that the more subtle behavior will be more difficult to distinguish. We
will therefore try out a number of classifiers to categorize unseen behavior.
Variations in preprocessing and feature extraction will also be tried in order
to find out what is most effective for each type of behavior.
To clarify what kind of data has been used for this research, the first section of this chapter describes the technical specifications of the Chalcedony
accelerometer sensor nodes and the format of its output.
The next section deals with the processing steps that were applied to
extract informative features out of the raw data.

3.1

Accelerometers

The Chalcedony sensor nodes used in our experiments are wearable, wireless devices containing, among other things, a triaxial accelerometer with a
sampling rate of 20Hz. According to [36], most of the energy for daily activities has a frequency between 0.3 and 3.5Hz, and 98% is contained below
10Hz, which is comfortably in the range of our equipment. The output is
a unitless, uncalibrated quantity that reads roughly 900 units in the rest
position, i.e., recording gravity. The smallest changes in the readings are
jumps of 35-36 units, so, taking the value of gravity as a reference, the data
resolution is approximately 0.04g.

3.2

Feature extraction

After transferring the raw data from the sensor nodes’ memory, several features are extracted from it that together describe an instance to be classified.
First, the entire signal is divided in a number of short segments or windows,
so that each can be described by a set of features and treated as an instance
for classification. The window length must be chosen. This fixed duration determines how many instances there will be for training and testing,
and also how precise a label will be. Shorter windows and more instances
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Figure 2 – The badge contains the accelerometer, a LED screen, some memory
modules and a wifi transceiver, packaged in a transparent plastic case. On the
top of the image you can see two clips that are used to attach an 85cm textile
ribbon that goes around the subject’s neck.

means that any label is more likely to fit the entire instance and gives a
more representative sample overall, but leads to longer training times for
the classifiers. The features must be well chosen, as they should be more
concise, informative and representative of the behavior they represent than
the raw data, if they are to make classification easier. The number of features should be enough to describe the classes sufficiently, but not too many
as each increases computational cost and model complexity.
This section discusses four basic features and the spectral features obtained by Fourier Transformation. There is also a description of the approximation of laughter using thresholded audio loudness; this was attempted as
an alternative for audio annotation.
3.2.1

Raw signal

The Hidden Markov Model (section 3.3.5) is the only classifier that, in some
of the experiments, used the raw signal directly. As this means that the
classifier needs to process the full data at 20 samples per second, instead of
a more condensed form, this HMM variant is very slow, and consequentially
mostly avoided in favor of an FFT based approach.
Since the raw signal is the basis from which the other features are derived,
this is a suitable point to perform normalization of the data from different
sensors logs and subjects. It was decided to clip entries above 3000 as
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they were considered to be probably unreliable outliers. The signal was
normalized by subtracting the mean and dividing by the standard deviation,
in order to make the logs recorded with different devices and from different
subjects more comparable. A piece of raw data is shown in figure 3.

Figure 3 – An example of a segment of raw accelerometer data. This segment
represents around 16 minutes worth of data from one subject; 20000 samples.

3.2.2

Signal mean and standard deviation

The mean of the signal can be calculated for each axis separately, or one
can compute the magnitude M over n dimensions for multiaxial sensors.
M=

q

x21 + x22 + · · · + x2n

Where xn is a sample of the raw signal for the nth dimension. When the
dimensions are kept separate, the signal mean is useful as an indication of
the device’s orientation. When merged into magnitude, that information is
lost, but it still distinguishes large movements from inactivity.
Standard deviation is a natural companion of the mean, that was calculated from a window of the signal magnitude. It measures variation in
the signal. In the context of our data it is a direct indication of degree of
activity, which can be a subject’s translation from one place to another, but
also a stationary jitter or gesture.
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Skewness

Skewness is a measure of how asymmetric the signal is within the instance
window. A value of zero means that the signal is completely symmetric, the
more negative or positive it becomes, the more it is skewed to the left or
the right. Theoretically, this should be well-suited to detect behaviors that
have an asymmetric activity profile: a sudden start and a gradual end or
vice versa.
A signal’s skewness γ is defined using powers of the expected value E of
the difference between signal and mean of the magnitude of a portion of the
signal µ.
E (x − µ)3


γ=

3.2.4



E [(x − µ)2 ]3/2

Kurtosis

With a mathematical definition that is very similar to that of skewness,
kurtosis k is a measure of the peakedness of a signal magnitude segment.
Behaviors that have more sudden burst of movements should have higher
kurtosis values.
E (x − µ)4
k=
E [(x − µ)2 ]2


3.2.5



Fourier Transformation and spectral analysis

It is known that the raw signal contains periodicities of different wavelengths,
but these do not become directly apparent in any of the previous features.
The Fourier Transformation decomposes any signal in a set of constituent
sines, or equivalently, it transforms between the time domain and the frequency domain of the signal. The result is a function fˆ(ξ) that in its most
general form, gives the amplitude and phase for a given frequency ξ in a
continuous signal.
The adaptation of this function for discrete input, such as all digital
data, is called the Discrete Fourier Transform (DFT), defined as:
Xk =

N
−1
X

k

xn · e−i 2π N n

n=1

Where xn is the original signal and Xk is a complex number that effectively denotes the amplitude and phase of frequency k. Any algorithm
that can perform this transformation faster than in quadratic time can be
called a ’Fast’ Fourier Transform. The term FFT is also commonly applied to the whole process or the end product of spectral analysis. For our
purposes we use a short-time FFT algorithm that computes the component
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frequencies many times over short, sliding windows. In this thesis these are
Hamming windows and they always overlap by 33% on each side, but the
window length varies, as it is a parameter that can have a large effect on
the classification.
Finally, since we are interested in a larger frequency range than studies
on coarse activities alone, we employ a FFT variation named the Goertzel
algorithm, in which the amplitude on any selection of frequencies can be
computed efficiently, not just evenly spaced ones. By taking logarithmically spaced frequency components we get a sparser feature set that is still
sufficiently informative of the frequency domain. Some of the classification
experiments will compare performance between a model with evenly spaced
frequency features versus one with logarithmically spaced ones. And with
the same purpose, a multiscale classifier will also be trained combining windows of several lengths into one feature set.

3.3

Classifying behavior

To recognize the type of behavior that a new, unseen piece of recorded
data belongs to, we use supervised machine learning techniques. These are
trained on a subset of the data for which the class that they belong to is
given. After training on this labelled data, the model will be able to predict
the class of new, unseen data. The prediction performance on a test set that
has been left out is used to evaluate the reliability of the model.
3.3.1

Majority class

Classifying by majority class means assigning all test set instances to the
class that was the most common in the training set. It is also known as a
Zero-R classifier. This is an extremely simple classifier but can be useful
as a baseline in problems with skewed class distributions. When used in
combination with mean class accuracy (see section 3.5.3), its performance
is equal to random chance (1/c for a problem with c classes), and therefore
omitted.
3.3.2

Nearest mean

For nearest mean classification (NMC), test instances are assigned to the
class that minimizes the Euclidean distance from the instance to the class
centroid. A class centroid is defined as the average of the feature vectors of
all class members. For a class with n members xi :
C=

n
1 X
·
xi
n i=1

NMC is also a basic classification method. It is only used with the
November data.

3.3

Classifying behavior

3.3.3

19

K-nearest Neighbor

This classic classification algorithm is fast and still quite simple. It takes
the k instances that have the lowest Euclidean distance to the instance to
be classified, and assigns it to the class that is most common among these
neighbors. The inclusion of KNN classifications helps to ensure that the
more advanced classifiers are not adding unnecessary complexity.
3.3.4

Support Vector Machine

Support Vector Machines (SVMs) are a versatile supervised machine learning technique based on finding a hyperplane, defined by a subset of the
training instances or support vectors, that divides the n-dimensional feature
space in two so that one class is on one side of the hyperplane and one is
on the other. The support vectors are optimized to maximize the margin
between the instances and the dividing hyperplane, or decision boundary.
Another advantage or SVMs is that they can use a kernel matrix that transforms the training instances in such a way that linearly inseparable data
becomes separable, with the result that it can learn successfully even in
situations with considerable overlap between classes.
Since SVMs are fundamentally two-class classifiers, we train one SVM to
distinguish every class from all others. A test instance is evaluated by each
of the SVMs, their outcomes are weighted by the prior class probabilities
and summed, after which it is labelled as belonging to the class that reached
the highest value.
3.3.5

Hidden Markov Model

Hidden Markov Models are also a popular tool for behavior recognition,
which is especially well-known for its use in speech recognition, but they
have also been used for behavior [45]. The chief advantages they have over
the other methods presented here is that they can be trained on observations
of varying length, and that they are designed to exploit regularities in sequential data. The alternative is to split the signal in fixed-length segments,
which isn’t as accurate; many instances will only partly consist of the class
it was labelled as, and partly of other classes.
A Hidden Markov Model can be thought of as a graph with weighted
links that can model a sequence of arbitrary length. It has a number of
internal states with a model for transitions between them, but these states
and transitions are never observed, they are hidden variables. Instead a
there is a probability distribution between the hidden state the model is
in and the output it produces in that state, often defined as a Gaussian
or a mixture of Gaussians. An HMM can be trained or tuned to better
fit an observed sequence. When the model is sufficiently well tuned to a
particular type of sequence, it can be used to evaluate whether or not an
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unseen sequence is likely to have been produced by the same source that it
has modelled. In our experiments, a mixture of two Gaussian functions is
used for every hidden state, and the number of states is varied between 1
and 40.
A good and thorough explanation of HMM theory is given by Rabiner
and Juang [46]. The implementation used in this thesis is the HMM Toolbox
for Matlab by Kevin Murphy2 .

3.4

Measuring interaction

A secondary goal in this thesis was to see to what degree it is possible to
detect who is interacting with whom, using automatically detected behavior
as an intermediate step. The concept we use to identify interaction is synchrony; two people performing some behavior simultaneously. We will show
some preliminary results for interaction detection based on accelerometer
synchrony.
3.4.1

Synchrony

When people interact, they frequently show simultaneous gestures and postures. This is known as synchrony. When gestures by one person are repeated by another, but with some delay, it is referred to as mimicry. For
subjects A and B, the aligned binary annotation vectors vA and vB of length
n indicate the presence of some behavior with a 1 and its absence with 0.
An asymmetrical measure of synchrony inspired by the work of Chartrand
and Bargh [7] is calculated for one behavior class c as the probability that
subject B is showing a certain behavior, given that A is currently performing
that behavior.
S=

n
1X
c
c
P (vB
= 1|vA
= 1)
n c=1

This means that higher synchrony values are reached when behaviors are
displayed simultaneously more often, but it does not take in account the a
priori chance that a behavior occurs. The hypothesis about this synchrony
measure is that two subjects who are in a group together will display more
synchronous behavior than two subjects in different groups, and that this
can be used on two vectors of automatically detected behavior to predict
whether or not they correspond to two interacting subjects.

3.5

Evaluation

A couple of performance metrics are used to evaluate classifier performance,
the most important of which are mean class accuracy (MCA) and confusion
matrices.
2

http://www.cs.ubc.ca/~murphyk/Software/HMM/hmm.html
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Cross-validation and repetitions

Every classification experiment in this thesis uses tenfold cross-validation.
The data is randomly divided in ten equally-sized folds, and every fold takes
its turn as test set while the other 90% of the data is used for training.
The use of cross-validation and of some classifiers that need randomized initialization values means that performance can fluctuate somewhat
between runs of experiments. To counter this and get reliable results, many
experiments were run 5 to 10 times, but time was a limiting factor. The
number of repetitions will hence be reported with the results, or boxplots
will be used to show the distribution of results.
3.5.2

Classical performance measures

The basic performance measures for classification tasks are accuracy, precision and recall. Other measures such as MCA and F1, discussed below,
are derived from them. Accuracy is the ratio of correctly classified instances to total instances. It is a single measure for all classes, but it is not
very representative for imbalanced datasets where good performance on a
proportionally large class is easily achieved.
The definitions of precision and recall are originally for binary classification, but they can be averaged over all classes for multiclass problems, or be
considered for each class separately. Precision is the number of instances
correctly identified as a class, divided by the number of all instances identified as positive. Recall is the proportion of instances of a class that was
correctly identified, out of all members of that class. One of the disadvantages of the last two measures is that they don’t reward correct negative
identification of instances - True Negatives - at all. Both can also be trivially manipulated to very high values. Classifying everything as the positive
class will give perfect recall, while marking only the instance you are most
certain of as positive is likely to yield perfect precision.
3.5.3

Mean class accuracy

The datasets are not very balanced in terms of the size of the classes. In
the March and July datasets (see section 4.1), every time period that was
not annotated as anything else was interpreted as belonging to the ’neutral’
class. This led to a rather large class, further increasing the imbalance that
was already there because some behaviors are simply more common than
others. For the multiclass case, this has the implication that measures such
as accuracy, recall and precision are not a very good indication of the sort
of performance one would hope to see. In an imbalanced dataset, these
metrics can be high if the model only does well in recognizing the largest
class. It was therefore decided to use the mean class accuracy, which weighs
performance on every class equally.
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Confusion matrices

Compared to single value metrics, confusion matrices are a much more informative way to evaluate classifier performance. Every real class corresponds
to a row in the table, and every column is a predicted class. The entry
at row x, column y tells how many instances of class x were classified as
y. In the ideal case where every instance is correctly recognized, only the
cells on the diagonal have non-zero values. The number of instances and the
accuracy per class are reported in the margin.
3.5.5

F1

In one-against-all classifications the F1-score, the harmonic mean of precision and accuracy, is also reported. This is considered to be a better, more
balanced performance measure than precision or recall separately. It will
not give high values to trivial classifications, but it still does not appreciate
True Negatives.
F1 = 2 ·

precision · recall
precision + recall

23

Chapter 4

Datasets
In this chapter we will discuss the datasets this research is based on and
the experiments in which they were recorded. The experiments were spaced
several months apart, which allowed for iterative improvements in the setup
and data collection. It also turned out to be convenient to refer to the
datasets by the month of their recording. Section 4.1 will discuss how each of
the experiments were carried out, in which way they were different, and what
sort of data was collected in what manner. The second section describes
how the annotations serving as a ground truth for behavior detection were
produced. The section after that gives a closer description of the sensor data
that was collected and begins to explore the data with some statistics and
visualizations.

4.1

Data collection

The data used for this thesis was collected in three experiments that were
similar in setup, at least concerning the employed hardware, but quite different in scale and length. The instructions and the degree of freedom given
to the participants were also different, leading to different types of social
interactions being recorded, from free mingling and conversation to more
heavily scripted episodes such as predetermined meeting rounds. The first
experiment was the smallest in scale and should be seen as a pilot. Most
of the work has been done on the data from the second experiment, while
some additional methods were tested on the large dataset that came in last.
Unfortunately, a persistent hardware problem in the accelerometers has
caused loss of data in all three experiments to some degree, although it
occurred in relatively more sensors in the earlier tests. The problem caused
a minority of the sensors to not record any data at all, resulting in zero
logs or a periodic distortion of the signal. This data had to be discarded.
While enough subjects remain to perform behavior detection, it does limit
the plans to evaluate group interaction, since data for all the members in a
group is needed to be able to make a sensible judgment whether a person is
in that group or not.
The design of all three experiments will be described, including the number of subjects and how many of them produced no or faulty data, also the
type and length of each recording will be mentioned.
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November dataset

In November 2011, a small scale trial experiment was conducted at the University of Amsterdam with 6 subjects. The subjects were all students and
staff at the University of Amsterdam, and most of them were already acquainted. They were instructed to freely form groups of three in a delineated
area, but were otherwise interacting freely for 50 minutes. They were also
given one bottle of beer, to add some variety in their activity and to examine the social processes involved in drinking behavior. Subjects were filmed
with two cameras placed at different heights straight above (Figure 4). Audio was also recorded in this experiment, but is not used for this work. The
data collected here was mainly used to evaluate the sort of data that could
be collected with the accelerometers, and to identify behavior types that
could be detected. The intention was also to examine who was interacting
with whom, but because 3 out of 6 subjects had to be discarded due to the
hardware problems mentioned before, that has only been done in a minimal
fashion.

Figure 4 – Video frame from the November experiment.

4.1.2

March dataset

The second experiment was conducted in March 2012 at the Intertain Lab
3 at the VU University. This time there were twelve subjects divided over
three tables, and every table had a camera straight above, as shown in figure
3

http://www.cs.vu.nl/intertain/
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5. Ten out of twelve subjects were also fitted with a high quality directional
microphone on the cheek. The experiment was divided into three phases to
make it more structured and give direction to how participants interacted.
In the first phase, participants were assigned to tables for six rounds of
five minutes, with the instruction to get to know about each other’s skills
and interests in order to form a team for a trivia quiz. After every five
minutes, subjects switched position in such a manner that everyone would
meet all the others at least once. In the second phase, after a short break,
the participants were allowed to form four-person teams to participate in the
quiz. The third phase was the quiz, which consisted of 30 multiple choice
questions.
All the phases were recorded, but the first phase was deemed most useful
for the purpose of this thesis since it has the most free and lively interaction.
Because manual annotation for that entire phase was considered too laborintensive, the second and third meeting rounds were selected for annotation.
There were two sensors which failed to record, and another one which had
a different malfunction. In the selected rounds, two remaining subjects only
interacted with subjects with faulty sensors, which was a reason to omit
their data as well, leaving seven subjects with usable data.

Figure 5 – One of the groups in the March experiment at the Vrije Universiteit
Amsterdam. Notice that one subject put her sensor on the table.

4.1.3

July dataset

In July 2012, another, still larger experiment was done at the same location
as in March (Figure 6). With 32 instead of 12 subjects, it was hoped that
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a more representative behavior sample would be obtained. The lab was
again equipped with wide-angle cameras hanging from the ceiling, and twelve
of the subjects received a microphone. The scenario for the first phase
was adapted to allow for freer movement and interaction between subjects.
People could mingle and talk as they liked at first, but after every refill of
their (small) cups at the bar, they had to join what was at that moment
the smallest group of people. This rule was added to make groups more
dynamic, with subjects constantly joining and leaving.
The second phase was for group formation and the third was a trivia quiz,
as in the March experiment. However, all of this was done standing freely.
The tables from the March experiment were not used, as they were found to
limit the subjects’ movements too much, and also they occasionally caused
other undesired behavior, such as people placing the sensor badge on the
table (see Figure 5) or accidentally hitting the table with the sensor. Another
change that was made to make the data more reliable was to shorten the
cords, placing the sensor somewhat higher. This was to prevent people from
bumping against it with their elbows. Three (different) sensors produced
unusable logs this time. But the experiments with this dataset focused on
the twelve subjects with microphones only, and fortunately all of their data
was recorded correctly.

Figure 6 – Subjects mingling in phase one of the July experiment. The bar
with drinks is visible in the top of the image.
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Annotation

The classes of behavior that were annotated varied in each experiment, as
they were adapted to what occurred with sufficient frequency and what
was evident enough for reliable annotation. For example, at first it was
attempted to annotate laughter based on the recorded video, but it turned
out that it was often impossible to see if subjects were not filmed under
the right angle. Therefore, the classes laughter and speech were annotated
on a per second go/no go basis using the audio. The other classes were
annotated by synchronizing the graphed accelerometer logs with the video
frames, where the annotator could indicate the start frame, end frame and
class for a segment. In each case, the result was a 20Hz binary annotation
vector for each class, matching the sample rate of the accelerometers. See
Table 1 for an overview of which classes were used in which experiment. All
annotation was done by a single annotator, except for the speech annotation
which was borrowed from Vossen [60], so it was not possible to evaluate
inter-annotator agreement.

4.2.1

Video-based annotation

The classes associated with some amount of physical activity were for all
experiments annotated using the video recorded from above. Frames were
extracted and presented to the annotator alongside a plot of the amplitude
over time of the x, y and z acceleration components. For the November
experiment, annotation was created for a large set of classes. These included
both finer gestures for which accelerometer-based detection is novel, such
as head and hand gestures, drinking, laughter, and coarser activities and
postures, such as sitting, walking, stooping and jumping. The annotation
vectors for one of the subjects is shown in Figure 7a, and a full listing of
which classes are used in which experiment is given in Table 1.
In the experiment that was performed in March, several of the classes
from the earlier experiment were dropped or merged because they were
considered too rare in their original form. A few others were dropped because
they were too difficult to annotate consistently given the angle of the image.
The removed classes included laughter, which later returned using audio
annotation, and swaying, which was supposed to represent a movement of
the hips or shoulders but not of the feet, but it was difficult to determine
when such a movement was too minor to annotate, or when it changed
into a step. ’Step’ itself was also changed. In the November experiment
it represented a single step, when the subject shifts their weight but stays
roughly in the same position. This was merged with ’Walk’ in the March
experiment, but kept the name of the first.
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November

March

V
V
V
V
V
V
V
V
V
V
V
V
V
V

V

Step
Sway
Hand gesture
Drink
Turn
Sit
Stoop
Walk
Laughter
Wave
Jump
Head gesture
Point
Tamper
Lean
Neutral
Loudness
Speech

DATASETS

July

V

A

A

V
L
T

L
A

Table 1 – Annotated behavior classes per dataset. The letter in the table
indicates the source of the ground truth. V means video annotation, A is
audio annotation, T is thresholded audio and L is for leftover, i.e. any data
not covered by another class. Either or neither one of laughter or loudness
was used with the experiments on the March data, (see 4.2.3, Loudness as
‘laughter).

4.2.2

Audio-based annotation

Audio annotation was done more coarsely, labelling second by second. This
was both to reduce the amount of effort required for annotation and because
it is not humanly possible to recognize speech and laughter in extremely
short audio fragments.
4.2.3

Loudness as laughter

The audio recorded in the experiments was manually annotated for the presence of speech and laughter, but a secondary source of laughter annotation
was also attempted as an alternative. For this, the loudness of the audio was
calculated, as the root mean square of the sound wave amplitude per second.
The rationale was that if we found that placing a threshold on the audio and
labelling everything above that threshold as "laughter" would have a high
correlation with real laughter, it could be used as a proxy for that behavior,
skipping the need for labor-intensive manual annotation. This does depend

4.3

Preliminary data analysis

29

(a) A visualization of the annotation vectors for one subject in the November experiment. From top to bottom, the horizontal bars correspond with the annotation vectors
for the behavior classes stepping, swaying, hand gesture, drinking, turning, sitting,
stooping, walking, laughter, waving, jumping, head gestures, pointing and tampering
with the sensor. Some behavior classes that were too uncommon or too hard to annotate consistently were later eliminated or combined.

(b) Annotation vectors of one participant in the July experiment; each horizontal bar
corresponds to one behavior type, from top to bottom: neutral, laughter, speech. White
indicates that this behavior was present, black indicates it was not.

Figure 7 – Two visual representations of annotation vectors. (a) is from the
November experiment, (b) from July

on the assumption that the loudest recorded sounds are usually laughter.
Several methods for placement of the threshold were tried. Figure 8
shows one of them, based on a quantile value calculated for each subject.
The other approaches were using an absolute loudness value that was fixed
for each subject, and a fraction of normalized loudness. An evaluation of this
pseudo-laughter class is given in the Experiments & Results section 5.2.6.

4.3

Preliminary data analysis

To get a rough idea of what the data looks like, and of how discriminative the
features we are working with really are, this section will explore each of the
datasets with some straightforward statistics and visualizations. Decisions
that were made between this exploration and the classification phase are al
so reported here.
4.3.1

November dataset

Thirteen potentially interesting types of behavior were selected before annotation started. In addition, a ’tampering’ class was added, which was
meant to indicate that subjects lifted or otherwise manipulated their sensor.
That data could then be eliminated from further use. After annotation was

30

4

DATASETS

Figure 8 – Loudness as a proxy for laughter activity. The blue line is the sound
amplitude over time, the red line indicates the 80th percentile threshold, one
of the thresholds that were tried.

complete, it became clear that several types of behavior were too rare to be
useful, such as the classes pointing and waving.
Laughter and head gestures were impossible to annotate for subjects
whose face was turned away from the camera. Figure 9a shows the amount
of data labelled as each of the classes, for each of the three usable sensor logs.
It shows that many of the classes that were considered potentially interesting
occurred very infrequently or not at all, which is why they were dropped
in the later experiments. Figure 9b plots the normalized magnitude and
standard deviation for each 5 second window. It can be seen that drinking
generally has low standard deviation, while the step class is associated with
higher values for that attribute. Also gesturing has a slightly higher mean
magnitude than swaying. But in general it appears that uniaxial mean and
standard deviation over a relatively long window is not a reliable way to
separate the four classes.
4.3.2

March dataset

This dataset was converted to instances in two ways. The first was dividing the signal up in fixed length segments and assigning them to the most
common annotation type. The other was to use all contiguous pieces of
annotation as instances. In the former approach, classes that often occur in
longer periods will be more common, and the latter is more biased towards
frequent, short behaviors.

4.3

Preliminary data analysis

(a) Total duration of annotation types in
the November dataset. The colors correspond to the three subjects, and the bars,
from left to right, indicate: 1) stepping
2) swaying 3) hand gestures 4) drinking
5) turning 6) sitting 7) stooping 8) walking 9) laughter 10) waving 11) jumping
12) head gestures 13) pointing and 14)
tampering with the sensor.

31

(b) Distribution of the normalized mean
magnitude and standard deviation of the
magnitude of all instances of the four
most common classes in the November
dataset. The class centroids are indicated by bigger circles.

Figure 9 – Statistics of the November data: class counts (a) and feature values
(b)

This becomes apparent in Figure 10, which compares the two approaches.
Subjects lean on the table for relatively long amounts of time, but not on
many occasions. The situation for laughter is the reverse.
In figure 11, the average values for each of the features (see section 3.3)
are compared. The frequency features indicate the bin centers of the FFT
output. This can be helpful in identifying the most useful features. Note
however, that for most features, the standard deviation is larger than the
difference between the means of classes. See the Appendix for full details.
4.3.3

July dataset

For the July data, only the contiguous annotation was used to create instances. One clear difference between speech and laughter that showed up
in the analysis is the difference in duration of these behaviors, as seen in
Figure 12.
For both speech and laughter, the majority of sequences is no longer than
5 seconds. The longest instances are farther apart. Even the biggest laughs
end after 5 to 10 seconds, but uninterrupted speech lasts up to 40 seconds.
If the neutral class - neither laughter nor speech - is also considered, the
differences in duration become even more pronounced, with neutral spells
lasting minutes for the most shy subjects. For this reason, a variant of the
dataset was made where any neutral segments longer than 5 seconds were cut
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(a)

DATASETS

(b)

Figure 10 – Class counts based on 5 second windows (a) and on contiguous
pieces of annotation (b), for all subjects in the March experiment.

up. This makes the instances more similar in length, but the disadvantage
is that the classes become more imbalanced (Figure 13).
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Figure 11 – Normalized average feature values for each class for the March
data. The color bars represent the classes neutral, step, gesture, lean and
laughter, respectively.

(a)

(b)

Figure 12 – Distribution of the durations of laughter (a) and speech (b)
episodes in the July dataset in seconds. The vertical axis shows the number of
instances per duration bin.

34

4

DATASETS

Figure 13 – Distribution of neutral, laughter and speech segments in the
July datasends. On the left, there is no limit on the length of an annotation
segment. On the right, neutral segments longer than 5 seconds were cut in 5
second pieces.
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Chapter 5

Experiments & Results
A large number of different experiments were performed on the datasets,
going from the simplest of models to more advanced classifiers as we moved
from the smaller dataset to the larger one. Specifically, after some trivial
tests on the November data, SVMs and HMMs are introduced. These are
tested extensively in several variants, to allow for a good comparison between parameters and between classifiers. One of the matters that will be
investigated is how performance on fixed duration instances compares to
that of contiguous annotations.
One important goal is the comparison of features: the March data is
used for that; based on classifier accuracy using the statistical features, the
spectral features, or both. Likewise, we want to find out how much of a
difference it makes if the signal magnitude is used instead of the triaxial
data. For the FFT based approach, it is examined how much of a difference
logarithmically spaced frequency bins make, compared to linearly spaced
ones. For HMMs in particular, we study the effect of using different window
length for the Fourier Transformation, and the effect of different numbers
of hidden states. Most of the experiments consider the task as a multiclass
problem, but one-against-all (OAA) scenarios will also be evaluated to get
an even clearer picture of the detection quality of individual classes.
Many of the more important experiments were repeated several times
to check the stability of the result. The average of the evaluation metrics
over all runs and the number of repetitions will be mentioned with the
results. Unless stated otherwise, all experiments were based on tenfold crossvalidations.

5.1

November data

Since this experiment was a pilot and attention later shifted to the more
recent data, only a basic attempt at classification was done, with simple
features and classifiers.
5.1.1

Multiclass gesture recognition

Using just the normalized mean and standard deviation of every contiguous
segment of annotation, each instance was assigned to a class using Nearest
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Mean or KNN classification.
NMC was done using leave-one-out cross-validation, i.e., every instance
except for the one to be classified was used for training. This makes this
classifier deterministic, so no repetitions were needed. The confusion matrix
in Table 2b shows the results. For KNN, tenfold crossvalidation was used,
and the experiment was repeated 10 times for every K between 1 and 30.
Figure 14 shows the relation between K and mean class accuracy, and Table
2a is a representative confusion matrix for K = 13, the value which gave the
best results.
Actual
Step
Sway
Gesture
Drink
Total
MCA

Step
54
47
28
5
134

Predicted
Sway Gesture
32
35
31
48
33
130
5
37
101
250

Drink
0
5
6
7
18

Total
121
131
197
54
503

Accuracy
44.6%
23.7%
66.0%
13.0%
44.1%
36.8%

Drink
28
37
86
38
189

Total
121
131
197
54
503

Accuracy
56.2%
19.1%
26.9%
70.4%
36.6%
43.1%

(a) KNN

Actual
Step
Sway
Gesture
Drink
Total
MCA

Step
68
49
37
4
158

Predicted
Sway Gesture
15
10
25
20
21
53
5
7
66
90
(b) NMC

Table 2 – Confusion matrices for KNN (a) and nearest mean (b) classification
of the November data

Both simple classifiers managed to classify behaviors with significantly
better than chance level accuracy (p < 0.001). NMC managed to classify
more instances correctly, mostly by performing well on the most common
class, Gesture. KNN on the other hand does best on the two smallest classes,
and its accuracy on the other two classes is not as low as NMC’s worst two
class accuracies, resulting in a better MCA score for K-nearest neighbor.
Both classifiers share a decidedly poor recognition of Swaying. There is also
a remarkable reversal in performance in the Gesture and Drink classes.
This result can be explained by how the two classifiers work. With NMC,
a large part of the feature space will be assigned to classes with peripheral
centroids, while classes whose centroids are closer to others have a relatively
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small region of influence. Indeed, step and drink have the most remote
centroids, and are also the classes on which NMC performs best. On the
other hand KNN, especially with higher Ks, is biased towards the most
common class, in our case gesture.

Figure 14 – KNN classification performance on the November data for different values of K. The vertical axis shows the average Mean Class Accuracy
after 10 repetitions.

5.1.2

Synchrony detection

The results of the synchrony measure described in Section 3.4.1 are shown
in Table 3. Subjects 2 and 3 were in the same group, subject 1 was in
the other group. They do have the highest overall synchrony score, but
not by much. Two things that can be noted is that drinking synchrony is
low between 2 and 3, but that might be caused by drinking being more of
an antisynchronous, turn-taking behavior; taking a sip gives the other the
chance to talk, after all. The other thing that is worth noting is that the
most common annotation, gesture (see 9a) has high synchrony values for all
combinations. This is probably due to random cooccurrence and highlights a
flaw in the synchrony calculation. Although the evidence is inconclusive, it is
interesting that despite these shortcomings and the fact that the calculation
does not factor in delayed mimicry, the values for the subjects that were
interacting are in fact higher than the scores for non-interacting subjects.

5.2

March data

Many different experiments were carried out for the March data. The results
for each of the conditions that was investigated are presented in separate
sections, starting with one-against-all classification. Since laughter annota-
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subjA
subjB
Step
Sway
Gesture
Drink
Turn
Head
Avg

1
2
23.53%
9.68%
38.67%
39.13%
11.11%
0%
22.51%

1
3
17.65%
25.81%
46.67%
0%
11.11%
0%
22.40%

2
1
19.57%
7.89%
26.61%
47.62%
10%
0%
21.21%

EXPERIMENTS & RESULTS

2
3
30.43%
36.84%
43.12%
9.52%
20%
2.7%
27.83%

3
1
10%
9.41%
34.65%
0%
16.67%
0%
18.59%

3
2
20%
16.47%
43.56%
16.67%
16.67%
5.56%
24.87%

avg
20.20%
17.68%
38.88%
18.82%
14.26%
1.38%

Table 3 – Synchrony scores for all combinations of the three subjects in both
directions, calculated per behavior class and on average. The top two rows
of each column indicate whose synchrony with whom is being shown. Bold
numbers indicate that subjects were actually in the same group.

tion became available rather late, most of the results consider only the other
four classes. Laughter is only included in the one-against all experiments
(section 5.2.1) and the dedicated section on laughter (5.2.6).
5.2.1

One-against-all gesture recognition

Before we attempt multiclass classification on the March data, we will first
consider the one-against-all case. This changes the problem to a set of binary classification tasks; for each class individually, the classifier determines
whether instances are a member of that class, or of any other class. The
benefit of one-against-all classification is that it gives a clearer picture of
the intrinsic difficulty or complexity of a class. It also makes the results
independent of the total number of defined classes. Results for K-Nearest
Neighbor, Support Vector Machine and Hidden Markov Model one-againstall classification are shown in Table 4.

Neutral
Step
Gesture
Lean
Laughter

KNN
66.4%
58.0%
53.3%
67.4%
57.1%

SVM
68.5%
58.9%
51.1%
58.6%
50.0%

HMM
65.5%
82.3%
63.3%
66.4%
58.1%

Table 4 – Mean Class Accuracy performance with the parameters that gave
the best results. In the row ’Features’, S corresponds to the statistical features
(mean, standard deviation, kurtosis, skewness) and ’F’ indicates Fourier (or
Frequency Domain.

The results show that HMM is the clear winner for the classes Step and
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Gesture. For Lean and Laughter, HMM performance is comparable to that
of the KNN classifier. This supports the idea that sequential information,
which is captured by HMMs but not by the other classifiers, is important
for the recognition of these classes. The performance of the SVM classifier is
disappointing, performing slightly worse than KNN, except for the neutral
class. On laughter and gesture, it fails to make a classification that’s better
than random chance. HMM does well and achieves over 80% for Step, and
in the range 58-66% for Neutral, Gesture and Leaning. Leaning and Neutral
are exceptions to the HMM’s general dominance, as the SVM outperforms
it on Neutral, and KNN on both.
5.2.2

Fixed length vs annotation length instances

Since Hidden Markov Models can be trained on sequences of different length,
they give us the opportunity to compare both ways of dividing the recording into classifiable pieces. Table 5 reports the multiclass results for three
lengths of fixed length windows, classified using KNN, SVM and HMM, and
the variant using the whole string of annotation, with HMM only.
Method
HMM, 1s
HMM, 2s
HMM, 5s
KNN, 5s
SVM, 5s
HMM, AL

MCA
43.0%
43.5%
40.2%
36.6%
40.9%
47.3%

Table 5 – Mean Class Accuracy on the four-class situation (no laughter), for
fixed-length instances vs annotation-length instances (AL). All use logarithmically spaced FFT features, and otherwise optimal settings.

Actual
Neutral
Step
Gesture
Lean
Total
MCA

Neutral
58
4
15
3
80

Predicted
Step Gesture
8
8
24
4
20
7
7
1
59
20

Lean
21
2
6
9
38

Total
95
34
48
20
197

Accuracy
61.1%
70.6%
14.6%
45.0%
49.7%
47.8%

Table 6 – A representative confusion matrix for HMM classification using
contiguous annotation as instances, obtained with an FFT window length of
0.5 seconds and 10 HMM states.
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At a segment length of 5 seconds, SVM and HMM show comparable performance, both with an MCA of around 40%. KNN is clearly inferior in this
competition. But at this window length, SVM training was quite computationally expensive, while HMM’s training times were much more reasonable,
allowing it to be trained on shorter windows and thus more instances. The
table shows that shorter windows lead to improved performance, presumably because shorter windows have less overlap with other classes. There is
no further performance increase going from 2 to 1 second windows.
Finally, the HMMs that were trained on data segments corresponding to
annotated intervals rather than fixed-length windows clearly outperformed
the other methods. Table 6 shows the results for one typical run of this
configuration. Hand gesturing detection proves to be very difficult, with a
class accuracy well below chance level, but the others do fairly well.
5.2.3

1D vs 3D

In Figure 15, each narrow colored strip is a boxplot for a separate experimental condition. The central box indicates the median, and the 25th and
75th percentile MCA values over the repetitions of the corresponding experiment. Here, the color indicates the FFT window size that was used to
obtain the result, and in this case it also holds information about whether
or not the features were taken from the signal xyz components, or from the
simplified magnitude. The horizontal axis groups results based on the number of hidden states in the HMM. If a color is absent from part of the chart,
that means that no experiment was run with the corresponding values.
There is a highly significant difference in performance between the classifiers that were trained on signal magnitudes and those that used triaxial
information. The latter are superior by a wide margin. On average, the
magnitude-based classifiers scored MCAs no better than 41%, but in most
situations much lower. Using three-dimensional data, with the optimal number of states and window size, an average MCA of 48% was obtained.
5.2.4

Linearly vs logarithmically spaced frequency bins

For a comparison between linearly and logarithmically spaced frequency
domain features, both were tested with several configurations. The logspaced variant, as used in the rest of this thesis, was trained with different
FFT window lengths. The linearly spaced variant (lin) was created with
different spacings. The motivation for using log-spaced features was that
it should cover the feature spaces with a lower number of features, as it
was expected that too many features would lead to worse performance and
training times.
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Figure 15 – A large number of results comparing HMMs trained on triaxial
data vs HMMs trained on signal magnitude. FFT window lengths are a secondary factor. All the magnitude (MAG) based models score notably worse
than those that use 3D acceleration data.

This seemed to be confirmed by the experiments: the results are shown
in Figure 16 with a boxplot for every variant of lin- and log-spaced feature
sets. The distribution of MCA scores for linearly spaced frequency bins
with 1-second FFT windows is 5% lower that of a log-spaced variant with
identical window size; provided that the spacing is at least 1 Hz. The variant
with frequency bins every 0.5Hz performed very poorly and did no better
than random chance.
5.2.5

The effect of window length and number of states

Figure 17 summarizes the findings concerning how different numbers of hidden states in the HMM and different window sizes for the Fourier Transform affect classification. It also compares FFT-based features with the
use of raw, unprocessed accelerometer data as input for the HMM, using
fixed-length segments of different sizes.
The raw data approach turns out to be clearly inferior to FFT. The
former scores 42% MCA on average when using 1 second chunks of accelerometer data, while the latter manages an average of about 48% in the
case of 0.5 second FFT windows. The spread after 5 repeated experiments is
sufficiently small that there is no overlap, indicating a clear and significant
difference. On the other hand, it should be noted that the raw data ap-
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Figure 16 – Every boxplot corresponds to a set of results with a different
FFT window length. Also, the red hues are transformed to the frequency
domain with logarithmically spaced frequency bins, as is the default in this
thesis, and the blue ones have linearly spaced frequency bins for comparsion.
The values in the legend after ’lin’ indicate the spacing between bins in Hz. To
strictly compare lin vs log spaced bins, one should only examine the log-spaced
boxplots with window-lengths of one second.

proach appears to be more robust, undergoing little change in performance
when the number of HMM states is changed. Among the FFT variants,
the ones with shorter windows consistently do better than those with longer
windows.
5.2.6

Laughter and multiscale

When laughter was added, the classification task changed from a 4-class to
a 5-class problem. Adding classes lowers the random chance baseline and
can be expected to cause decreased performance, as was the case. The best
mean class accuracy decreased from 47.3% with 4 classes to 37.4% with 5
classes (obtained with 0.5s FFT windows, 10 states), as depicted in Figure
18.
For this condition, a multiscale feature space was also evaluated. The
FFT was calculated for a number of window lengths, and the responses
were then concatenated to create a multiscale spectral representation of the
data. However, this did not lead to improved classification results. Two
scale combinations were attempted; 0.5, 1 and 2 seconds, and 0.25, 1 and
4 seconds. The latter appeared to perform slightly better than the former,
but equal to or lower than the single scale classifiers.

March data

Figure 17 – This plot shows the trends and variations in performance as the number of HMM states increases for configurations
with different Fourier Transform window length. The first three variants don’t use spectral features at all, but rely purely on the
raw signal.
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Figure 18 – MCA of runs on the March data including the 5th class, laughter.
Also evaluates the performance of the multiscale HMM approach. Window
lengths are mentioned in the legend.

Loudness as laughter As discussed in section 4.2.3, a first attempt at
quickly annotating laughter was by defining a threshold and making the bold
assumption that a saturated audio channel probably meant that the microphone wearer was laughing. However, all the different thresholding methods
that were attempted resulted in low precision (40.9% across subjects at
best) and mostly mediocre recall of the instances that were hand-labelled as
laughter. The best F1-score obtained by any threshold was 38.2%. Based
on these results, the loudness approach was rejected and manual laughter
annotation was performed. A table with the full evaluation results for all
thresholds is included in the Appendix.

5.3

July data

Compared to the earlier data, the July dataset is interesting because it
includes speech annotation. While speech does of course have a verbal component, we are not looking at this verbal content, and the act of speaking in
a group can thus be seen as having non-verbal aspects as well. Therefore,
speech is a relevant social behavior for this thesis. Just as with the March
dataset, one-against-all and multiclass conditions were examined.
5.3.1

One-against-all recognition

The experiments testing classes in a one-against-all fashion provided the
results illustrated in Figure 20. The average scores for each class and window
length are also reported in Table 7. The neutral class, that is, absence of
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Figure 19 – Evaluating the "pseudo-laughter" class that was derived from the
March audio data. All audio segments above the threshold were replayed so
that they could be judged correct or incorrect. The quality of this annotation
was measured as the ratio of correctly identified laughter fragments to all
’loud’ fragments above the threshold. The colors of the dots and lines in the
plot represent different subjects; clearly this method worked better on some
subjects than on others

both speech and laughter, is detected most reliably with a MCA of 87.9%
when using 10 second FFT windows and 2 HMM states. The recognition of
speech also performs well, with MCA of up to 81.5% and very low variance
in the results. Laughter is somewhat more difficult to detect and reaches an
MCA of 73.2%.
While neutral and speech were detected better the longer the FFT windows were, laughter’s best results were obtained with shorter 1 second windows, and performance drops for longer windows. Another difference is that
neutral and speech are recognized well regardless of the number of HMM
states, but for laughter it matters considerably, showing considerable performance drops with more than 2 states.
5.3.2

Multiclass recognition

In the multiclass case, we have to distinguish between speech, laughter and
neutral. As we have already seen in Figure 12 that speech and laughter
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Figure 20 – One-against-all classification results for the July dataset. Neutral
(in shades of green) is distinguished from not-neutral very well with any number
of states, especially with long window lengths. This contrasts sharply with the
laughter class (red), for which recognition is best at short window lengths and
decreases dramatically with long windows and many HMM states.

Neutral
Laughter
Speech

0.5s
61.8%
68.9%
59.6%

1s
81.0%
73.2%
72.7%

5s
86.5%
68.6%
80.2%

10s
88.3%
65.8%
81.5%

Table 7 – MCA scores for one-against-all classification on the July data

segments are quite different in length, we suspected that they might require
rather different models. Table 8 shows the performance with a varying
number of states, combined with some confusion matrices for classification
with FFT windows of 0.5, 1, 5 and 10 seconds respectively.
The best multiclass results were obtained with 5 second windows and a
single hidden state, with an MCA of 63.3% on three classes. The variants
with 5 and 10 second FFT windows did better on distinguishing neutral
from speech and laughter, but had problems seeing the difference between
these last two classes. The variants with shorter windows did better on the
recognition of laughter, but at the expense of worse accuracy on neutral.
It seems plausible that this difference is caused in part by the fact that
laughter usually occurs in short bursts, and in close temporal proximity to
speech. Longer windows around a laughter instance will thus be noisier and
more inaccurate data points. Another contributing factor is the different
frequencies defining the behaviors; neutral and speech seem to depend on
the lower frequency features more than laughter does.
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Actual
Neutral
Laughter
Speech
Total
MCA
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Neutral

Predicted
Laugh Speech

591
18
121
730

155
78
236
469

338
25
272
635

Total
1084
121
629

1834

Accuracy
54.5%
64.5%
43.2%
51.3%
54.1%

(a) FFT windows of 0.5 seconds

Actual
Neutral
Laughter
Speech
Total
MCA

Predicted
Neutral Laugh Speech

728
13
106
847

118
87
251
456

237
21
272
530

Total

1083
121
629
1833

Accuracy
67.2%
71.9%
43.2%
59.3%
60.8%

(b) FFT windows of 1 second

Actual
Neutral
Laughter
Speech
Total
MCA

Neutral

Predicted
Laugh Speech

553
5
60
618

58
62
215
335

60
54
352
466

Total

672
121
627
1419

Accuracy
82.4%
51.2%
56.1%
68.1%
63.3%

(c) FFT windows of 5 seconds

Actual
Neutral
Laughter
Speech
Total
MCA

Predicted
Neutral Laugh Speech

529
1
14
544

96
58
260
414

42
62
350
454

Total

667
121
624
1412

Accuracy
79.3%
47.9%
56.1%
66.4%
61.1%

(d) FFT window of 10 seconds

States

0.5s

1
5
10

54.5%
45.2%
45.2%

Window length
1s
5s

60.8%
53.6%
51.7%

63.3%
56.4%
54.7%

10s
61.1%
57.5%
54.2%

(e) Mean Class Accuracy on the July dataset with varying numbers of Hidden Markov states and FFT window
lengths

Table 8 – Confusion matrices for several window lengths (a-d) and the effect
of different numbers of states (e) on multiclass classification of the July dataset
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Conclusion
This thesis aimed to determine whether it was possible to automatically
detect non-verbal behavior by means of wearable accelerometer sensor nodes
and machine learning methods, and some promising results were obtained.
To the best of our knowledge, detection of the behaviors laughter, leaning
and drinking using a single accelerometer has not been attempted before.
The interactive behaviors we were interested in for this study are small
and subtle compared to the categories of human movement that are more
commonly studied with accelerometry, which are often more sportslike physical activities or long-term abstractions. Also, the experimental setting was
more natural. Over the course of three data collection sessions, a small set
of behaviors was selected for further study, comprising both typically fine
social behavior such as hand gestures, drinking and laughter, and coarser
ones such as walking to serve as a point of reference. High performance
was shown on the more established behavior class walking, and relatively
lower performance was measured for ones like gesture and laughter, which
tentatively confirms the hypothesis that it is harder, but not impossible to
do this sort of behavior recognition with our type of sensor setup.
Concerning the feature set, it was decisively shown that using the triaxial data is definitely worth it; all tests showed clear advantages over the
runs that use just the magnitude or measures derived from that. Hidden
Markov models came out as the classifier of choice, although that is not very
surprising. In the March data, logarithmically spaced frequency bins proved
to outperform linearly spaced bin. This is an interesting result that could
be studied in more detail.
The kurtosis measure turned out to be nearly worthless for identifying
behavior types. SVM and multiscale HMM also didn’t deliver. On the other
hand, the results of the July experiment brought some surprises. It turned
out speech and laughter could be detected from accelerometer data with
high confidence. Speech/nonspeech detection does not seem to benefit from
the use of triaxial information as much as the behavior classes of the March
experiment, since our results are comparable to those reported by Vossen
[60], whose approach was similar but used only the magnitude of the signal.
In general, the results are comparable to those obtained with a single chestmounted accelerometer by Olguín and Pentland [39] (as discussed in section
2.4.1), despite the fine scale of the studied behaviors and the challenges
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presented by data from a natural and social experimental setting.

6.1

Future Work

One of the shortcomings that became clear during the data collections phase,
but could not really feasible adjusted at that time, was the unreliability of
the data caused by the sensor hanging from a free-swinging cord. This allows
the sensor to swing around and collide with the subject’s body frequently.
In hindsight, I would have liked to repeat the experiment with a sensor that
is properly attached to the body, making the recorded signal correspond
much more closely to the subject’s actual movement. It would also have
been better if a little more attention had been paid to data preprocessing
and filtering, in particular removal of artifacts. The loss of data by faulty
sensors should definitely be prevented in any future experiments, and the
tradeoff between unobtrusive, easy data collections and data quality should
probably be re-examined. But before any further data collection happens,
there is still a lot that could be done with the July dataset. This study looked
only at audio-based classes, but other behaviors would be worth looking at,
they only need to be annotated first.
Another opportunity for improvement is in the classification methods.
It was shown that some classes were recognized better than others with
different window lengths and different numbers of HMM states. However,
attempts to combine the strengths of different window lengths in a multiscale
classifier were not a success. Perhaps a different multiscale representation,
or a technique like boosting could improve the results.
A secondary goal, to examine how people interact and to detect interacting groups did not get as much attention as I had hoped, as it depended
on proper behavior detection to do it right, and therefore had to come last.
Hopefully I will come back to something similar in the future, and maybe
this work will get a few more researchers interested in interactive, fine behavior and studying it with accelerometers. If so, it would be great if they
could learn from my successes and my mistakes, because there is much left
to be discovered in this field.
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Appendix

March experiment statistics
Neutral

Step

Gesture

Lean

Laughter

219

77

85

124

19

Mean

0.03 ± 0.55

-0.02 ± 1.15

0.02 ± 0.63

-0.11 ± 0.56

-0.07 ± 0.56

Stdev

5.32 ± -0.76

4.56 ± 0.08

4.01 ± -0.26

4.74 ± 0.26

4.00 ± -0.08

n

Kurtosis

0.36 ± -0.05

0.17 ± -0.05

0.27 ± -0.03

0.55 ± -0.07

0.39 ± -0.14

Skewness

-0.07 ± -0.03

-0.11 ± -0.04

-0.13 ± -0.01

-0.11 ± -0.08

0.03 ± -0.07

0Hz

-0.04 ± 0.01

0.12 ± 0.11

0.06 ± -0.01

-0.07 ± -0.04

-0.07 ± -0.02

0.25Hz

-0.18 ± 0.16

-0.19 ± 0.22

-0.15 ± 0.14

-0.17 ± 0.28

-0.12 ± 0.23

0.5Hz

0.17 ± 3.75

0.96 ± 2.95

0.22 ± 1.83

0.23 ± 2.64

0.15 ± 1.39

1Hz

1.22 ± 0.43

0.83 ± 0.42

0.74 ± 0.44

0.83 ± 0.39

1.06 ± 0.49

2Hz

0.25 ± 0.24

0.29 ± 0.22

0.29 ± 0.22

0.18 ± 0.20

0.16 ± 0.30

4Hz

0.27 ± 0.28

0.28 ± 0.38

0.27 ± 0.34

0.20 ± 0.24

0.21 ± 0.29

8Hz

0.33 ± 0.15

0.35 ± 0.16

0.29 ± 0.21

0.26 ± 0.16

0.26 ± 0.23

Table 9 – Average values and standard deviations of the measures mean,
standard deviation, kurtosis, skewness and spectral features per class, based
on 5 second segments of the signal magnitude in the March experiment. This
data is also shown, without the standard deviations, in Figure 11

November
March
July

Subj
3/6
7/12
12/32

Duration
0:50
~3:00
~4:00

Annotated
0:42
0:40
2:00

Move
X
X

Laugh

Speech

X
X

X

Table 10 – Characteristics of the recordings and types of behavior used with
each dataset. Subj X/Y indicates that of the Y people who participated in
the experiment, X logs were eventually used for classification. For the November and March data, X was limited by hardware malfunctions, in July the
number of microphones that was available was the limiting factor. Duration
is the running time of the experiment in hours, and Annotated is the number of person-hours that was annotated and used for classification. The last
three columns correspond to the behavior types that were connected to each
experiment. ’Move’ is shorthand for all the visible movement based behaviors,
both of the physical activity type and of the social type. Laugh and speech
are (primarily) vocal behaviors.
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Magnitude
Triaxial
Raw
Mean
Stdev
Skewness
Kurtosis
FFT-lin
FFT-log
Multiscale
NMC
KNN
SVM
HMM
multiclass
OAA

Experiment overview
November
March
x
x x x x
x x x
x
x
x x
x
x x
x
x x
x
x x
x
x x x
x
x
x

x

x
x
x
x

x
x
x
x

July
x

x

x
x

x

x

x

x

x
x
x

x
x
x

x

x

x

x
x
x

Table 11 – Overview of all combinations of datasets and conditions for which
experiments have been performed. Every column corresponds to an experimental setup that had all the conditions for which an ’x’ is entered in the
corresponding box. For the March dataset, there were often still more variations such as FFT window length and number of hidden states within a setup
described by a column.
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Threshold
0.04
0.06
0.08
0.10
0.12
0.15

59

Absolute
Precision
0.2486
0.2727
0.3191
0.3500
0.3714
0.4091

threshold
Recall
0.7143
0.6190
0.4762
0.3333
0.2063
0.1429

F1
0.369
0.379
0.382
0.341
0.265
0.212

N
181
143
94
60
35
22

(a)

Threshold
0.8
0.9
0.95
0.97

Percentile
Precision
0.2470
0.2583
0.2914
0.2600

threshold
Recall
0.8390
0.5248
0.3654
0.2063

F1
0.382
0.346
0.324
0.230

N
214
128
79
50

(b)

Normalized
Threshold Precision
0.4
0.2689
0.5
0.2527
0.6
0.2708
0.7
0.3000
0.8
0.3125
0.9
0.1111

threshold
Recall
F1
0.5079 0.352
0.3651 0.299
0.2063 0.234
0.1429 0.194
0.0794 0.127
0.0159 0.028

N
119
91
48
30
16
9

(c)

Table 12 – Full results of the evaluation of the ’loudness as laughter’ class.
For each threshold, the precision, recall, F1 score and number of resulting loud
instances are presented. The results are split per threshold type, subtable
(a) holds the results for absolute threshold values, (b) contains the percentile
thresholds and (c) the normalized (fraction of maximum) thresholds.

